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ABSTRACT
Although refinement is commonly used in visual tasks to improve pre-obtained results, it has not been
studied for Multiple Object Tracking (MOT) tasks. This could be attributed to two reasons: i) it has
not been explored what kinds of errors should — and could — be reduced in MOT refinement; ii)
the refinement target, namely, the tracklets, are intertwined and interactive in a 3D spatio-temporal
space, and therefore changing one tracklet may affect the others. To tackle these issues, i) we define
two types of errors in imperfect tracklets, as Mix-up Error and Cut-off Error, to clarify the refinement
goal; ii) we propose a Refining MOT Framework (ReMOT), which first splits imperfect tracklets and
then merges the split tracklets with appearance features improved by self-supervised learning. Exper-
iments demonstrate that ReMOT can make significant improvements to state-of-the-art MOT results
as powerful post-processing. As a new application, we demonstrate that ReMOT has the potential
of being used to assist semi-automatic MOT data annotation and partially release humans from the
tedious work.

1. Introduction
Multiple Object Tracking (MOT) algorithms are applied

to obtain object trajectories from the spatio-temporal data
(e.g., video). It has a wide range of applications that cover,
but are not limited to: traffic control [14], sports analysis [21],
and animal study [3]. InMOT tasks, however, the data anno-
tation costs a vast of time and effects, because a one-minute
video may take several hours to make the tracklet labels. A
pre-trained MOT model, though, can be incorporated into
the annotation pipeline to assist human labeling, it might be
challenging to generate satisfactory results on unseen videos
due to the domain gap. To alleviate this issue, we propose a
model-agnostic Refining MOT framework (ReMOT) to re-
fine arbitrary MOT results on target videos.

MOT performance is basically determined by the object
detection performance and the data association performance.
Given a video data, object detection phase generates obser-
vations on each frame, with the format of bounding boxes
(e.g., [17]), instance masks (e.g., [34]), or object key points
(e.g., [1]). In the data association phase, observations that
correspond to the identical object are associated with a con-
sistent set of trajectories, which are also referred to as track-
lets. In this work, we focus on how to refine a givenMOT re-
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Figure 1: An illustration of Mix-up Error and Cut-off Error.

sult from the data association perspective, without touching
the object detection. More specifically, our approach focus
on solving two types of errors in imperfect tracklets, which
are

• Mix-up Error: Observations of different identities are
included in the same tracklet.

• Cut-off Error: Observations of the same identity are
spread in more than one tracklet.

Note that, bothMix-up Errors andCut-off Errors could cause
ID switch and other poor values in popularly usedMOTmet-
rics [17, 24]. Directly aiming to improve a specific value in
MOT metrics is complex, therefore, we use Mix-up Errors
and Cut-off Errors (Figure 1) to simplify our refining goal.

To correct the Mix-up Errors, an intuitive approach is
to split a tracklet at where its identity changed. In current
MOT methods [37, 9], the appearance affinity plays an im-
portant role to verify observation identities. For an ideal
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ReMOT

case, the appearance affinity between observations of the
same identity should be higher than different identities be-
tween consecutive frames, accordingly, a split threshold can
be found between them. However, due to the domain di-
vergence between videos, even the appearance encoder has
been satisfactorily trained on labeled videos, it may not adapt
to new videos and generate satisfactory appearance features.
Besides, the proper split thresholds may vary from one video
to another, and therefore it may not be practicable to select a
unified split threshold by cross-validation on labeled videos.
We tackle this issue by adopting the appearance encoder to
target videos through inter-frame supervised learning and
semi-automatically selecting split thresholds from the sta-
tistical information of intra-frame detections.

To correct the Cut-off Errors, we merge the split track-
lets referring to improved appearance features and the sta-
tistical information of the split tracklets. During intra-frame
self-supervised learning, we generate positive samples through
data augmentation. This in turn could result in a lack of
robustness to varying conditions as the augmented positive
sample for queries might be too simple to provide enough su-
pervision for learning robust feature representations. After
splitting, the purified tracklets can be used as reliable pseudo
labels to further improve the capability of the appearance en-
coder, we proposed pseudo-tracklet self-supervised learning
to retrain the appearance encoder. With previous processes,
we suppose that the more dependable appearance affinity
can be formed between the split tracklets. We accommodate
the hierarchical clustering [30] to associate the split tracklets
that have the same identity. As a result, the Cut-off Errors
could be reduced.

We evaluated ReMOT on MOTChallenge datasets [17,
24] and observed that ReMOT successfully reduced Mix-up
Errors and Cut-off Errors in imperfect tracklets. To summa-
rize, our contributions are three-fold:

• We defined two types of MOT errors that can be re-
duced from the data association perspective, as the
Mix-up Errors and Cut-off Errors. With this defini-
tion, the MOT refinement goal has become clear.

• To the best of our knowledge, ReMOT is the first work
to perform model-agnostic refinement for MOT tasks.
Within ReMOT, we proposed novel intra-frame self-
supervised learning and pseudo-tracklet self-supervised
learning to improve the capability of appearance en-
coder, introduced a new strategy to obtain hyper pa-
rameters from the statistical information in MOT re-
sults, and specifically designed mechanisms for split-
ting and merging tracklets.

• Experiments demonstrate ReMOT canmake improve-
ments on existing state-of-the-art MOT results with-
out introducing extra-human works. Hence, ReMOT
can be used to assist semi-automatic MOT data anno-
tation and partially release humans from the tedious
work.

2. Related Works
Although refinement strategies are widely applied in var-

ious visual tasks [39, 7, 10, 25, 20], as far as we are aware,
model-agnostic MOT refinement has not been studied and
ReMOT is the first approach. However, proposing ReMOT
is greatly motivated by existing works. In this section, we
discuss related works of ReMOT from two aspects: MOT
features and MOT data association.

MOT features are properties that distinguish an object
from others. Among them, the motion features and the ap-
pearance features are commonly utilized. Since an identi-
cal object usually has a fixed pattern of movement, short-
term motion can be predicted and served as a strong cue
to verify whether cross-frame observations should be asso-
ciated or not. In IoU-Tracker[5], simply associating cross-
frame detection with the maximum IoU (Intersection-over-
Union) yielded acceptable performance for slow-moving ob-
jects but failed for fast-moving ones. To improve the mo-
tion modeling capability, Kalman filter was applied in var-
ious works [19, 4, 37]. However, due to the complexity of
Kalman filter, heuristically selecting its parameters and the
corresponding gating thresholds for motion consistency ver-
ification is challenging. To alleviate these issues, we sim-
plify the motion consistency verification problem as a lin-
ear regression error verification in our ReMOT. The hyper-
parameters of our motionmodeling are distilled from the sta-
tistical information of motions in the labeled dataset.

Object appearance is another important clue for identify-
ing cross-frame observations. How to encode an object im-
age into its appearance features has been well studied in ob-
ject re-identification (ReID) works [16, 22]. Founded on su-
pervised ReID studies, recent video-based ReID works [35,
39, 18, 38] further introduced self-supervised learning to
progressively improve appearance features, which gives the
insight to fix Cut-off Errors in tracklets. However, they sup-
posed that perfect short-term tracklets are given (i.e., w/o
Mix-up Errors but w/ Cut-offErrors), or, top-k nearest neigh-
bors were heuristically selected as an identical observation,
whichmay also includeMix-up Errors. For this reason, there
is a risk to directly apply their methods in our case — Mix-
up Errors will be faithfully learned in their self-supervised
learning and cause tracking drift to further increase Cut-off
Errors. We apply the splitting process to alleviate this is-
sue in our ReMOT. The splitting process also makes Re-
MOT able to utilize the prior knowledge of arbitrary MOT
results and perform refinement on them, which is different
from [39, 38].

MOT Data Association is applied to connect identical
observations into tracklets based on the similarity of MOT
features. Data association methods can be divided into two
categories — online and offline. The online data association
is performed on observations that are available up to the cur-
rent frame. Typically, linear assignment algorithms [15, 13]
are applied to associate consecutive-frame observations [37,
42]. Different from online approaches, offline data associa-
tion takes global observations into consideration, which may
not be applicable for real-time applications but be ideal for
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Figure 2: The architecture of ReMOT framework. ReMOT progressively adapts ap-
pearance encoder to unlabelled target data by self-supervised learning. With improved
appearance features, imperfect tracklets are split and then merged to refined tracklets.

assisting annotation works. Numerous offline approaches
have been proposed in previous studies [23]. Among them,
formulatingMOTdata association as a global clustering prob-
lem has achieved great successes since decades ago [29, 8,
3, 32, 33, 28]. Compared with methods that use Random
Field (e.g., [44]) or Min-cost Flow (e.g., [43]), the global
clustering approach allows us to add association constraints
flexibly, but it also entails a cost: the clustering result is sen-
sitive to the cutting threshold. Nonetheless, how to select
the proper cutting threshold, has not been properly solved. In
ReMOT,we propose a novel approach that can semi-automatically
decide a proper cutting threshold referring to the statistical
information of observations.

3. ReMOT
The central idea of ReMOT is to split imperfect track-

lets and then associate the split tracklets with improved ap-
pearance features. In particular, ReMOT consists of four
phases: i) training the appearance encoder on given obser-
vations by intra-frame self-supervised learning; ii) splitting
pre-obtained tracklets referring to the inter-identity similar-
ity upper bound; iii) retraining the appearance encoder us-
ing the split tracklets as reliable pseudo labels; iv) merging
the split tracklets utilizing improved appearance features and
statistical information. We illustrate the ReMOT framework
in Figure 2.
3.1. Intra-frame Self-supervised Learning

Due to the domain gaps between labeled videos and un-
labeled target videos, even the state-of-the-art MOT algo-
rithm, which is pre-trained on labeled videos, may not gen-
erate satisfactory appearance features on target videos. This

may lead to Mix-up Errors and Cut-off Errors in predicted
tracklets. In the first step, we attempt to improve the capa-
bility of the appearance encoder by applying a novel intra-
frame self-supervised learning.

We leverage the appearance encoder from the object re-
identification task (e.g., [22]). A ResNet-50 [11] is used as
the backbone, and its global-average-pooling output, which
is a 2048-dimension vector, is employed as the appearance
features. The triplet loss (i.e., triplet) [6] is applied to train
the appearance encoder, and, the optimization goal is to min-
imize

triplet = max (
‖

‖

‖

fa − fp
‖

‖

‖

2

2
− ‖

‖

fa − fn‖‖
2
2 + �, 0 ), (1)

where fa, fp, and fn denote the appearance features of theanchor, positive, and negative samples, respectively; � indi-
cates the margin between the positive and negative pairs and
we empirically set � = 0.3.

On videos that have labeled tracklets, we can obtain triplet
samples (i.e., anchor, positive, and negative samples) through
a random sampling— positive pairs are from the same track-
let while negative pairs are from the different tracklets. On
target videos, imperfect tracklets are estimated by otherMOT
methods. Due to the domain gap between labeled and unla-
beled videos, Mix-up Errors and Cut-off Errors may be con-
tained. This leads to a paradox: on one side, we hope to
train the appearance encoder on unlabeled videos, while on
the other side, the appearance encoder tends to memorize
errors in imperfect tracklets, resulting in poorer model per-
formance in practice. We avoid inheriting errors of those
imperfect tracklets and propose intra-frame self-supervised
learning. As Figure 3 shows, we assume that observations
are exclusive within the same frame, and therefore they nat-
urally form negative pairs to each other. Instead of using
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Figure 3: The data processing scheme for intra-frame self-
supervised learning. N and P represent the negative sample
and the positive sample, respectively. For the unlabeled target
videos (left), the negative sample is sampled from infra-frame
observations while the positive sample is formed by data aug-
mentation. For the labeled videos (right), referring to ground-
truth tracklets, random sampling is applied.

noisy tracklet labels, positive samples can be generated by
augmenting the anchor samples (e.g., random flip). The aug-
mentation process dramatically changes the pixel content of
the anchor sample but holds the same identity. During the
training, we form amini-batch of triplets from labeled videos
and unlabelled target videos by the ratio of 1 ∶ 1. Through
this training, the appearance encoder is adapt to the unla-
belled target videos and discriminative appearance features
can be obtained. Note that, neither the appearance encoder
nor the triplet loss is our contribution. Our innovation lies in
constructing the data processing scheme of intra-frame self-
supervised learning.
3.2. Splitting Process

We split a pre-obtained tracklet where the appearance
features or motion features change significantly. The split-
ting process is shown in Figure 4. After removing observa-
tions that are heavily occluded, the similarity of intra-frame
observations (i.e., different objects) should be relatively smaller
than that between intra-tracklet observations (i.e., identical
object). We use cosine similarity between a pair of appear-
ance features to measure their similarity. At a checkpoint
between frames tc − 1 and tc , we set a temporal window of
� frames, by default, � = min(tc − tstart, tend − tc , 5), where
tstart and tend represents the start frame and the end frame
in a tracklet, respectively, and we set 5 frames as the largest
window size. The average cosine similarity between frames
of [tc − � ∶ tc − 1] and [tc ∶ tc + � − 1] are used to decide
the splitting point, which can be formulated by

[tc − 1, tc] =
1
�2

tc−1
∑

ti=tc−�

tc+�−1
∑

tj=tc

f tif tj
‖

‖

f ti‖
‖

‖

‖

f tj‖
‖

(2)

where f ti and f tj are appearance features of frame ti and tj ,respectively;[tc − 1, tc] is the appearance affinity at check-
point between tc − 1 and tc .
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Figure 4: The splitting process. We split a pre-obtained track-
let where the appearance features or motion features signifi-
cantly change. The left branch calculates the apparent affinity
of two consecutive fragments and does splitting whenever it
is lower than threshold �appsplit. The right branch calculates the
NMAE value and does splitting if it is larger than threshold
�motion.

It is interesting to note that, the histogram of appearance
cosine similarity between intra-frame observations can be
approximated by a normal distribution (Figure 4), andwithin
three standard deviations is 99.7% of the observation pairs.
We set an appearance affinity threshold (i.e., �appsplit) at threestandard deviations from themean and do splitting whenever
the intra-tracklet appearance affinity is lower than it (i.e.,
[tc − 1, tc] < �

app
split).In some cases (e.g., occlusion), it could be challenging

to distinguish different objects by only using the appearance
affinity. We introduce the motion affinity to improve the ro-
bustness. The short-term motion of an object can be treated
as linear motion, that is, object moving in a straight line.
With the same temporal window �, we calculate Normalized
Mean Absolute Error (NMAE) to verify the motion consis-
tency at the checkpoint between frame tc −1 and tc . NMAE
is formulated by

NMAE[tc − 1, tc] =1�
tc−1
∑

ti=tc−�

|

|

F1(ti) − xti ||
wti

+ 1
�

tc−1
∑

ti=tc−�

|

|

F2(ti) − yti ||
ℎti

+1
�

tc+�−1
∑

tj=tc

|

|

|

F3(tj) − x
tj |
|

|

wtj
+ 1
�

tc+�−1
∑

tj=tc

|

|

|

F4(tj) − y
tj |
|

|

ℎtj

(3)
where w and ℎ respectively denote the width and height
of object bounding boxes; x and y are the 2D coordinate of
bounding box center; F1, F2, F3, and F4 are four indepen-
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dent linear regression functions, and they are obtained by
optimizing

F1

tc+�−1
∑

tj=tc

||F1(tj) − x
tj
||

2, F2

tc+�−1
∑

tj=tc

||F2(tj) − y
tj
||

2,

F3

tc−1
∑

ti=tc−�
||F3(ti) − xti ||2, F4

tc−1
∑

ti=tc−�
||F4(ti) − yti ||2.

(4)

In detail, we perform linear regressionF1 on frames [tc ∶
tc+�−1]. The optimalF1 is obtained byminimizing ||F1(tj)−
xtj ||2,∀ tj ∈ {tc ∶ tc + � − 1}. On frames [tc − � ∶ tc − 1],using the optimized F1, we calculate the divergence between
F1(ti) and xti , and then normalize its scale bywti , where ti ∈
{tc − � ∶ tc −1}. The F2, F3, and F4 are applied in the same
way. Putting them together, we obtain NMAE[tc − 1, tc],in where the smaller value implies the better motion consis-
tency.

On the labeled videos, using MOT16 as an example, we
obtain a histogram of NMAE values. We observe that most
tracklet fragments have a very small NMAE (Figure 4), in-
dicating that object motion can be roughly treated as linear
motion within a short time. Hence, we choose the motion
threshold (i.e., �motion) at the largest NMAE value of the la-
beled dataset. Putting the appearance and motion verifica-
tion together, ReMOT can correctly handle most splitting
situations as intended.
3.3. Pseudo-tracklet Self-supervised Learning

Aswe have discussed, before splitting, the imperfect track-
let may contain observations of different identities, and di-
rectly incorporating them in retraining may introduce errors.
After splitting, Mix-up Errors are remarkably reduced in the
split tracklets, which allows us to use them as reliable pseudo
labels for retraining. However, different tracklets, which have
no overlap in the temporal domain, may still hold the same
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Figure 6: The merging process. The Hierarchical Clustering
is accommodated to associate splitting tracklets into refined
tracklets. In the distance matrix  , an element value is set
to be inf whenever two tracklts violate constraints. The cut-
ting threshold is obtained from the statistical information of
splitting tracklets.

identities. Therefore, our sampling strategy suggests select-
ing temporally-overlapped tracklets within the same video.

We illustrate our data processing scheme of pseudo-tracklet
self-supervised learning in Figure 5. Within a video, we first
sample two observations in the same frame, and then form
triplets within their pseudo tracklets. In a mini-batch of in-
put, the ratio between samples of labeled videos and unla-
belled target videos is 1 ∶ 1. Other training details are the
same as we applied in intra-frame self-supervised learning.
3.4. Merging Process

Themerging process is summarized in Figure 6. the split
tracklets association is formulated as a hierarchical cluster-
ing problem. Each element represents a tracklet and their
distance matrix is defined as

k,l =

⎧

⎪

⎪

⎨

⎪

⎪

⎩

inf , if NMAE(Tk, Tl) > �motion,
inf , if k = l,
inf , if Πk ∩ Πl ≠ ∅,
1

NkNl

∑

i∈Πk
∑

j∈Πl

(

1 −
fki f

l
j

‖

‖

‖

fki
‖

‖

‖

‖

‖

‖

f lj
‖

‖

‖

)

, otℎerwise,

(5)
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Figure 7: Visualization of refinement results (more details and results are shown in our
supplemental materials). Red arrows indicate where to look at. Compared with pre-
obtained results, ReMOT fixed Cut-off Errors and Mix-up Errors in refined results.

where respectively to tracklets Tk and Tl,k,l is the distancebetween them;Πk andΠl are their corresponding frame sets,
fki and f lj are their appearance features at frame i and j, and
Nk and Nl are the number of observations within a track-
lets; �motion is the motion threshold obtained from train set
statistical information.

In Eq. 5, whenever the matching condition violates given
constraints, we set their distance value to be infinite. Based
on the distance matrix, we accommodate hierarchical clus-
tering to merge the split tracklets. Nonetheless, the main
challenge of applying hierarchical clustering in the MOT
task is how to set the proper cutting threshold. We do not
give a heuristic value but let the data speak for themselves.
After pseudo-tracklet self-supervised learning, we suppose
that intra-frame and intra-split-tracklet cosine similarity his-
tograms can be separated at �appmerge. Without accessing the
ground-truth, such a threshold could be a reasonable bound-
ary to distinguish objects based on appearance features. There-
fore, we set 1−�appmerge as the cutting threshold in hierarchicalclustering.

4. Experiments
We test ReMOT on the MOTChallenge evaluation sys-

tem (MOT15-17 test), and then on our constructed dataset
(MOT16 train & MOT15 train). To evaluate the effective-
ness of reducing Mix-up Errors and Cut-off Errors, we use
metrics MOTA (MOT accuracy), IDF1 (ratio of correctly
identified detections), MT (mostly tracked targets), ML (mostly
lost targets), and ID Switches, which are defined in [17, 24].
4.1. Implementation Details

We implement the appearance encoder of ReMOT in Py-
torch. Referring to the given bounding boxes, the cropped
image of each observation is resized to be 128×256 as the in-
put of the appearance encoder. We applied a data augmenta-
tion strategy that includes Random horizontal flipping, ran-
dom color jittering, and random affine transformation in the
training. For the appearance encoder optimization, we choose
the Adam optimizer [12] with a learning rate of 1 × 10−4.
During the merging process, we applied the centroid link-
age criteria to determine the distance between newly merged
tacklets in hierarchical clustering.

F.Yang et al.: Preprint submitted to Elsevier Page 6 of 10



ReMOT

Testing Datasets Approach MOTA(%)↑ IDF1(%)↑ # MT↑ # ML↓ # ID Sw.↓

MOT15 Test Set

Tube_TK [26] (CVPR 2020) 58.4 53.1 283 130 854
FairMOT [45] (ArXiv 2020) 60.6 64.7 343 79 591
Assembled Baseline ([26, 45]) 63.0 65.9 350 103 668

Assembled Baseline + ReMOT (ours) 63.6 (+0.6) 67.0 (+1.1) 382 (+32) 96 (-7) 445 (-223)

MOT16 Test Set
Chained-Tracker [27] (ECCV 2020) 67.6 57.2 250 175 1897

FairMOT [45] (ArXiv 2020) 69.3 72.3 306 127 815
Baseline (FUFET, paper is not available) 76.5 68.9 401 93 1026

Baseline + ReMOT (ours) 76.9 (+0.4) 73.2 (+4.3) 390 (-11) 94 (+1) 742 (-284)

MOT17 Test Set
Chained-Tracker [27] (ECCV 2020) 66.6 57.4 759 570 5529

FairMOT [45] (ArXiv 2020) 73.7 72.3 1017 408 3303
Baseline (FUFET, paper is not available) 76.2 68.0 1203 321 3237

Baseline + ReMOT (ours) 77.0 (+0.8) 72.0 (+4.0) 1218 (+15) 324 (+3) 2853 (-384)

Table 1
Improvement on MOT15-17 test sets when ReMOT is applied to the state-of-the-art
baseline with private detection (up to 6th-Nov-2020), where ↑(↓) indicates that the
larger(smaller) the value is, the better the performance.

Testing Dataset Approach MOTA(%)↑ IDF1(%)↑ # MT↑ # ML↓ # ID Sw.↓

MOT15 Train Set w/ Oracle Detections DeepSORT [37] (ICIP 2017) 95.1 86.5 268 25 162
DeepSORT + ReMOT (ours) 98.5 (+3.4) 91.7 (+5.2) 293 (+25) 9 (-16) 50 (-112)

MOT15 Train Set w/ Oracle Detections Tracktor [2] (ICCV 2019) 94.9 85.3 244 26 126
Tracktor + ReMOT (ours) 98.1 (+3.3) 89.5 (+4.2) 282 (+38) 11 (-15) 56 (-70)

MOT15 Train Set w/ Oracle Detections DAN [31] (TPAMI 2019) 96.3 88.4 303 12 156
DAN + ReMOT (ours) 98.7 (+2.4) 92.2 (+3.8) 305 (+2) 9 (-3) 53 (-103)

MOT15 Train Set w/ Oracle Detections DeepMOT [40] (CVPR 2020) 97.2 89.2 306 13 127
DeepMOT + ReMOT (ours) 98.7 (+1.5) 92.1 (+2.9) 308 (+2) 10 (-3) 55 (-72)

Table 2
Improvement of applying ReMOT to other MOT results with oracle detections, where ↑(↓)
indicates that the larger(smaller) the value is, the better the performance.

4.2. Refinement on SOTA Results of MOT15-17
Test Sets with Private Detection

Due to the MOTChallenge evaluation policy, we could
not submit every refinement result to systemically evaluate
ReMOT. Nonetheless, a weak MOT result may be insuffi-
cient to verify the experimental upper bound of our method.
This motivates us to select the state-of-the-art MOT results
(e.g., [26, 45]), or even assemble these results, to construct
super-strong baselines. As such strong baselines already out-
perform all otherMOT results (include online and offline), to
some extent, there is limited space to further improve them
without modifying object detection, but we still observed
that ReMOT made improvements on them (see Table 1 and
Figure 7).
4.3. Refinement on MOT15 Train Set with Oracle

Detections
In our target application, theMOT semi-automatic anno-

tation, there is a situation that detection labels are annotated
but waiting for being linked to tracklets. In reality, it is more
efficient to only annotate the bounding boxes as finding cor-
respondences among large amounts of observations is usu-
ally a harder task. Therefore, it is worth exploring the effec-
tiveness of ReMOT with oracle detections. To accomplish
this goal, we constructed a new experimental dataset: while
the training set is the entireMOT16 train set, the testing set is
a part of MOT15 train set that has no overlap with MOT16,
which include KITTI-13, KITTI-17, TUD-Campus, TUD-

Stadtmitte, and ETH-Sunnyday. Ground-truth detections are
used in both training and testing.

With the oracle detections, plenty ofMOTmethods yield
good results with their extracted MOT features and data as-
sociation models (Table 2). Applying ReMOT to refine their
results further bridges the gap of estimated tacklets and ora-
cle trcklets — with a MOTA value larger than 98.0%. It re-
vealed that ReMOT can refine pre-obtainedMOT results ag-
nostic to MOT models, which ties well with the conclusion
on MOT15-17 testing sets. Therefore, for MOT annotation,
we can label detection and leverage ReMOT to generate sat-
isfactory tracklet labels, which may partially release humans
from the tedious work.
4.4. Ablation Studies on Self-supervised Learning

To evaluate the effectiveness of our proposed self-supervised
learning (SSL) in refinement, we performed ablation studies
on MOT15 train set with oracle detections. The results are
listed in Table 3.

Using the results of DeepSort [37] as our baseline, the
complete ReMOT that includes intra-frame and pseudo-tracklet
self-supervised learning can significantly improve theMOTA
value from 95.1% to 98.5%. However, without intra-frame
and pseudo-tracklet self-supervised learning, applying the
same processing of ReMOT almost makes no difference to
the baseline. It provides a clear evidence for the conclusion
that it is our self-supervised learning scheme, other than the
ReID model itself, that improves the MOT results. Mean-
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(b) After Intra-frame
Self-supervised Learning

(a) Before  Self-supervised 
Learning

(c) After Pseudo-tracklet
Self-supervised Learning

Figure 8: Normalized histograms of appearance cosine similarity on MOT16 test set. The
overall intra-frame histogram (different objects) move to smaller cosine similarity while the
overall intra-split-tracklet histogram (identical object) does the opposite. Jaccard index of
them are progressively reduced, which implies the discrimination of appearance features is
improved.

Approach MOTA(%)↑

Baseline [37] (DeepSort, ICIP 2017) 95.1

Baseline [37] +
ReMOT w/o intra-frame & pseudo-tracklet SSL 95.3

Baseline [37] +
ReMOT w/o intra-frame SSL 95.5

Baseline [37] +
ReMOT w/o pseudo-tracklet SSL 97.7

Baseline [37] + ReMOT 98.5

Table 3
Ablation studies on MOT15 train set with oracle detections.
We focus on exploring the effectiveness of self-supervised learn-
ing (SSL) in ReMOT.

while, it can be noticed that without using intra-frame SSL
impairs the performance more than without using pseudo-
tracklet SSL. This could be attributed to that appearance fea-
tures improved by intra-frame SSL is applied to split imper-
fect tracklets. Without using improved appearance features
in the splitting process, more errors are likely to remain af-
ter the splitting, and consequently impair the pseudo-tracklet
SSL.
4.5. Improvement of Appearance Features

We attribute the capacity of refinement to improved ap-
pearance features, but how to verify the improvement of ap-
pearance features? We use Jaccard Index to quantitatively
measure the overlap of appearance affinity distributions for
intra-frame observations (i.e., doubtlessly different identi-
ties) and intra-split-tracklet observations (i.e., most-likely same
identities). Jaccard Index of two normalized histograms can
be formulated as

J (H1,H2) =
∑

� min(H1(�),H2(�)
)

∑

� max(H1(�),H2(�)
) (6)

where H1 and H2 are histograms of intra-frame and intra-
split-tracklet data pairs cosine similarity, respectively; � is
the bin index in histogram.

Using MOT16 testing set, we illustrate the normalized
histograms of intra-frame and intra-split-tracklet cosine sim-
ilarity in Figure 8. Ideally, when observation could be iden-
tified by the appearance features, the two histograms should
have no intersection at all. In the real case, Figure 8 (a)
shows a notable overlap between the histogram of intra-frame
and intra-split-tracklet cosine similarity, which may lead to
Mix-up Errors and Cut-off Errors. Figure 8 (b) shows that
our intra-frame retraining contributes to reducing the overall
cosine similarity of inter-identity observation, which helps
to correct the split tracklets that containsMix-up Errors. Fig-
ure 8 (c) demonstrates that inter-split-tracklet retraining gen-
erates more discriminative appearance features. And, the
overall intra-frame histogram moves to smaller cosine sim-
ilarity while the overall intra-split-tracklet histogram does
the opposite. Their Jaccard Index is progressively reduced,
which hints that the appearance feature discrimination is im-
proved. This is an important finding in the understanding of
why ReMOT can refine an arbitrary MOT result.
4.6. The Change of Tracklets in ReMOT

We plot an example (see Fig.9) to help understand the
splitting andmerging process. All tracklets of the same video
are represented in a table, whose axes denote Track IDs and
Frame Sequence, respectively. When an observation is as-
signed to a specific track ID and frame, the corresponding
cell of the table is set to be value 1 (i.e., black points), while
other places are 0 ( i.e., white blank space). During the split-
ting process, new split-track IDs are assigned and the num-
ber of tracklets increases while the temporal length of split
tracklets decreases. During the merging process, the corre-
sponding change is opposite to the splitting.
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split merge

Figure 9: Visualization of tracklet changes in a single video sequence after the splitting
and merging processes. In the above tables, each observation is plotted as a black point.

5. Conclusion
We presented a model-agnostic Refining MOT frame-

work (ReMOT) to refine arbitraryMOT results from the data
association perspective. ReMOT is the first model-agnostic
MOT refinement method. Its key idea is to split imperfect
tracklets and then associate the split tracklets with improved
appearance features. For the first time, we defined two types
of data association errors, as Mix-up Errors and Cut-off Er-
rors, to clarify the refining goal in MOT task. To reduce
these errors, we attempted to improve the discrimination of
appearance features between identical and different objects
by proposing intra-frame self-supervised learning and pseudo-
tracklet self-supervised learning. Besides, we also carefully
designed mechanisms to obtain hyper-parameters from the
statistical information of given data rather than heuristically
selecting them. Experiments demonstrate ReMOT canmake
improvements on existing state-of-the-art MOT results with-
out introducing extra-humanworks. Therefore, ReMOTmay
considerably contribute to semi-automatic MOT data anno-
tation and partially releases humans from the tedious work.
In future work, we may explore how to apply ReMOT to 3D
MOT tasks [36] and panoramic view MOT tasks [41] when
visual features are available.
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